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HIGHLIGHTS

+ We propose VORTEX, a novel method for texture recognition using ViT backbones.

« It performs multi-depth token embedding extraction, hierarchical aggregation, and orderless encoding.

» The approach requires no fine-tuning of ViTs, making it suitable for low-data regimes and lightweight deployment.
+ VORTEX achieves state-of-the-art results on several texture benchmarks with high computational efficiency.

ARTICLE INFO ABSTRACT

Communicated by D. Liu Texture recognition has recently been dominated by ImageNet-pre-trained deep Convolutional Neural Networks
(CNNs), with specialized modifications and feature engineering required to achieve state-of-the-art (SOTA) per-
formance. However, although Vision Transformers (ViTs) were introduced a few years ago, little is known about

Keywords:

Teintd:lre recognition their texture recognition abilities. Therefore, in this work, we introduce VORTEX (ViTs with Orderless and
Vision transformers Randomized Token Encodings for Texture Recognition), a novel method that enables the effective use of ViTs
Randomized networks for texture analysis. VORTEX extracts multi-depth token embeddings from pre-trained ViT backbones and em-

ploys a lightweight module to aggregate hierarchical features and perform orderless encoding, obtaining a better
image representation for texture recognition tasks. This approach allows seamless integration with any ViT us-
ing the common transformer architecture. Moreover, no fine-tuning of the backbone is performed, as they are
used only as frozen feature extractors, and the features are fed to a linear SVM. We evaluate VORTEX on nine
diverse texture datasets, demonstrating its ability to achieve or surpass SOTA performance in a variety of texture
analysis scenarios. By bridging the gap between texture recognition with CNNs and transformer-based archi-
tectures, VORTEX paves the way for adopting emerging transformer foundation models. Furthermore, VORTEX
demonstrates robust computational efficiency when coupled with ViT backbones compared to CNNs with sim-
ilar costs. The method implementation and experimental scripts are publicly available in our online repository
(https://github.com/scabini/VORTEX).

1. Introduction have been successfully employed in various applications [1]. From
hand-engineered approaches to deep-learning-based models, the tex-
ture recognition state-of-the-art (SOTA) has been constantly evolving
throughout the years [2].

Lately, several deep-learning-based models have been proposed [3—
11] especially due to the large-scale pre-training and transfer-learning
of deep Convolutional Neural Networks (CNNs) [12,13]. However, these

The analysis of visual textures in digital images has been an impor-
tant research area in Computer Vision (CV) for several decades. While
CV encompasses many aspects of visual recognition (e.g., shapes and
objects), focusing on textures allows us to address a range of specific
and fine-grained problems. In this sense, texture recognition methods
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Fig. 1. Illustration of the proposed method for feature engineering with pre-trained visual Transformers (ViTs). (a) Input image and its patches. (b) The patches
are linearly projected and a positional embedding is added to them. Afterward, the image embeddings are fed to the ViT backbone. (c) VORTEX captures extracted
features from the output of multiple stages of the backbone and performs a multi-depth feature aggregation. Following this, the aggregated features are fed to a
Randomized Autoencoder (RAE), shown in (e), which is an analytically-solved 1-layer auto-encoder, where we use its decoder weights as the representation (stacked

for m RAEs).

pre-trained CNNs need additional architectural engineering or fine-
tuning to perform better than other texture recognition techniques. This
approach is necessary because while off-the-shelf pre-trained CNN fea-
tures can be ported to texture recognition with minimal modifications,
the obtained results may fall short compared to hand-engineered meth-
ods [14]. Therefore, additional feature engineering is needed to improve
foundation models (backbones) pre-trained on natural images by ad-
dressing their ability to distinguish textures. This is usually achieved by
improving feature pooling through more sophisticated orderless opera-
tions, feature aggregation using layers from different depths, and adding
extra learnable layers/modules. Recent works have explored domain-
aware and label-agnostic strategies to improve generalization, such as
domain-guided prompt distribution learning [15] and class-free prompt
learning [16].

On the other hand, Vision Transformers (ViT) [17] have been re-
cently dominating many CV areas [18]. They represent a paradigm shift
in architectural design from CNNs, proposing a less bio-inspired struc-
ture by focusing more on parallelizable operations and larger receptive
fields, better capturing longer-distance relationships among visual cues.
However, little is known about their texture recognition ability. While it
has been shown that they may compete with CNNs [19] when using
their off-the-shelf features, ViTs may struggle to surpass even hand-
engineered methods in some specific cases. This behavior highlights the
need for new methods of architectural adaptations and feature engineer-
ing to improve foundational ViT backbones for texture recognition. For
instance, Liu et al. [9] employ transformers for texture recognition, but
they are used only for feature engineering over CNN backbones rather
than ViT backbones.

In this work, we propose a new texture recognition method that
takes advantage of several foundation ViTs. We achieve this by build-
ing a new module, which we named VORTEX, based on pre-trained ViTs
with Orderless and Randomized Token Encodings to extract teXture fea-
tures. Our method is the first to perform feature engineering on ViT
backbones focusing on general texture recognition, and it works with

any backbone with the common transformer architecture. Therefore, we
evaluate VORTEX using a variety of backbones with different sizes and
pre-trainings. Moreover, no fine-tuning is performed as VORTEX does
not add new trainable parameters to the ViT backbone, as it only per-
forms feature extraction with frozen backbones. The overall structure
of VORTEX is illustrated in Fig. 1(c), where an image representation is
obtained given an input texture image and a ViT backbone. The rep-
resentations are then used to train a simple linear classifier, making it
more feasible and efficient on small datasets. We evaluate the proposed
method using nine texture datasets and compare its results with CNN and
ViT techniques from the literature. The VORTEX module code and scripts
for experimentation are available in our public GitHub repository!.

2. Background

This section presents the fundamental principles of texture analysis
and ViTs, also pointing out the gaps in these fields that pave the way for
the proposed VORTEX method.

2.1. Texture analysis

Since the emergence of the CV field, much effort has been devoted to
enabling computer systems to perform actions such as object detection
and material recognition, which are crucial skills in several real-world
applications. To achieve that, one of the most important approaches is
the recognition of textures. Texture is a fundamental and inherent prop-
erty of surfaces and objects. In digital images, it can be characterized
by the spatial arrangement of the pixels and/or the local relationships
of a pixel with its surrounding neighborhood [20]. In this context, the
texture analysis field has steadily evolved towards more robust and dis-
criminative texture representations. Initially, several hand-engineered

I https://github.com/scabini/VORTEX.
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approaches have been proposed relying on pixel statistics [20], filters
and wavelets [21], local-based patterns [22], among others [2].

Due to the surprising CV results obtained by pure learning-based
techniques such as CNNs [12,13], there has been a shift in the last decade
towards deep learning techniques for texture analysis. This change was
also motivated by hand-engineered methods struggling in more com-
plex scenarios [23] such as internet images or when multiple objects
and backgrounds are present. In this context, the rapid advancements
in deep learning have created a common sense that these techniques
are universal solvers for CV tasks. However, off-the-shelf deep CNNs
may fail to achieve SOTA performance in texture recognition tasks com-
pared to hand-engineered approaches [14,19]. This limitation arises
because many aspects of texture remain challenging to model, even in
controlled imaging scenarios. Some examples include variations in light-
ing conditions, high texture variability (such as the same materials and
surfaces under different conditions), and high texture similarities (in
fine-grained tasks such as distinguishing different grades of the same
material), among others.

To address these challenges, deep learning-based methods for tex-
ture recognition have focused on customizing pre-trained CNNs through
feature-engineering and architecture modifications [3-11]. These ap-
proaches usually focus on enhancing pre-trained CNN feature extraction
and/or end-to-end fine-tuning strategies. Among the feature extrac-
tion operations, most methods adopt orderless pooling or encoding
over feature/activation maps obtained from neural network layers, as
prior research has demonstrated [23] that enforcing spatial order can
limit the texture recognition ability. More recently, the proposal of
ViTs [17] has been leading to performance improvements on various
CV tasks [18], also holding promise for texture recognition [19]. This
architecture excels at capturing longer-range correlations among visual
cues, compared to CNNs. However, little is known about how ViTs be-
have compared to CNNs modified for texture analysis and whether such
feature-engineering and architecture changes could improve the ability
of ViTs to recognize textures.

2.2. Vision transformers

Transformers have revolutionized many fields in artificial intel-
ligence, originally demonstrating unprecedented success in natural
language processing (NLP) tasks [24]. By leveraging a highly paral-
lelizable architecture, transformers exhibit faster training and superior
performance in machine translation, outperforming prior sequence-to-
sequence NLP approaches. The original transformer design is composed
of encoders and decoders, containing two main structures: Multiheaded
Self-Attention (MSA) and a Feed Forward Network (FFN).

Let us first consider a set of input tokens, such as word embeddings
combined into a matrix I. These tokens are transformed via linear
projections into three matrices: Q; = I WQ,_ (queries), K; = 1 WK, (keys)
and V; = I WV[ (values), where {WQ,*WK(-’WK} represent trainable
weight matrices. The self-attention for each attention head i is then
computed as:

. Q,K!
Attention(Q;, K;, V;) = softmax Vi, (€8]
d

where d denotes the dimensionality of each projection, and the softmax
function is applied row-wise. Multiple heads are then stacked in parallel:

MSA(Q, K., V) = [Attention(Q,, K;, ;) || - || Attention(Q,, K, V)| W, ,
(©))]

where || indicates concatenation, s is the number of attention heads,
and W, is a learnable projection matrix applied after concatenation. A
simple two-layer MLP is used as the FFN, and both the MSA and FFN
are surrounded by skip connections and layer normalization [24]. A
transformer network is composed of stacked “transformer blocks”, as il-
lustrated in Fig. 1(d), each containing independent MSA and FFN layers.
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Adapting transformers for CV tasks, the Vision Transformer (ViT)
[17] introduces a novel approach by treating images as sequences of
2D patches. Given an image I € R**"™3 with width w and height ,
it is divided into n = ”;’—zh patches, where p x p is the patch size. Each

patch is flattened into a vector of size 3p? for 3-channel RGB images,
forming a sequence of embeddings I, € R™Gr), A learnable linear

projection E € RG7)%¢ is then applied to produce patch embeddings
1, € R™, augmented with positional encoders E,,, to retain spatial
information. The resulting embeddings are processed by a series of trans-
former blocks, and a classification head is attached to a learnable class
token (CLS). Fig. 1 illustrates some of the main steps in a ViT model.

ViTs have demonstrated SOTA performance across various CV
tasks [17,18]. However, while their success in general CV tasks is
well-documented, their application to texture analysis remains under-
explored. For instance, Zhang et al. [25] applied ViTs to steel texture
recognition, achieving superior accuracy compared to CNNs and tradi-
tional machine learning approaches. Soleymani et al. [26] demonstrated
the efficacy of ViTs in building material classification, particularly in un-
balanced datasets. A wide evaluation of pre-trained ViT architectures
is presented by Scabini et al. [19]. These studies show the poten-
tial of ViTs in texture analysis, but they focus on applying existing
pre-trained architectures without exploring architectural modifications
tailored specifically to texture recognition.

In the realm of CNNs, it is well-established that customizing archi-
tectures and aggregating features from intermediate layers can substan-
tially enhance texture recognition [3-11]. The same principle could
be extended to ViTs, as highlighted by recent works investigating hi-
erarchical transformers [27,28]. On the other hand, some works have
explored feature aggregation in ViTs for remote sensing [29], and im-
age super-resolution [30]. Other works have explored transformer-based
and hybrid architectures for texture-related recognition tasks. In partic-
ular, hierarchical transformer models such as Swin Transformer have
demonstrated the potential of combining local and global modeling
through shifted-window attention mechanisms [28]. More specialized
works have also explored transformer-based designs for texture recog-
nition, such as the dual-branch transformer network proposed in [9],
which combines complementary feature extraction pathways for texture
classification. In addition, hybrid CNN-transformer architectures have
been investigated in several application-oriented scenarios, including in-
dustrial textured-surface anomaly analysis [31], passport background
texture classification [32], and steel surface defect recognition [33].
However, none of these works focus on enhancing the textural features of
pre-trained ViTs and the performance impacts on known texture recogni-
tion benchmarks. Therefore, leveraging the strengths of ViTs could pave
the way for building better texture recognition methods, potentially
breaking the hegemony of CNNs in this field.

3. Proposed method: VORTEX

Considering the literature gaps in texture recognition and ViTs, we
propose a new method named VORTEX. In this section, we describe the
proposed method in depth, showing how to couple it with different ViT
backbones, extracting improved image descriptors from them which are
coupled with linear classifiers for texture recognition.

Fig. 1 presents the pipeline of the proposed VORTEX framework.
The input image is first divided into patches according to the Vision
Transformer backbone and mapped into token embeddings. Tokens from
multiple depths are extracted to capture complementary information
across different abstraction levels. These embeddings are then processed
by an ensemble of Randomized Autoencoders (RAEs), whose decoder
weights are used as features for classification.

3.1. Multi-depth token aggregation

The first step of most feature-engineering/learning methods for
texture analysis with deep CNN backbones consists of extracting fea-
tures, or activations, at multiple stages of the backbone. Since earlier
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layers usually focus on less complex visual cues such as local tex-
ture patterns, this approach is beneficial because it allows extracting
more low-level features. In a ViT, the feature structure is particularly
different from CNNs since intermediate activations represent token em-
beddings. Nevertheless, these embeddings encode visual patterns at
varying hierarchical levels, corresponding to different regions of the im-
age (patches/tokens). To extract these embeddings, consider the matrix
1, € R™ as the input embeddings of a ViT, obtained from an input
image I. Here, n denotes the number of tokens and d the embedding
dimension. These embeddings may include positional embeddings, con-
volutional embeddings, or other design choices. By feeding I, into a
transformer encoder B as in the original ViT model [17], at any trans-
former block 7; we can obtain a 2-dimensional tensor (ignoring the batch
dimension, for simplicity) X; € R"™ representing the spatial tokens,
where n is the number of tokens and d the hidden dimension of the
architecture. The CLS token is discarded in this case.

To illustrate the function of spatial tokens at different ViT layers,
we extract attention scores at these layers for different texture samples.
For this analysis, we consider the ViT-B/16 [17] (IN-21k pre-training)
and DeiT3-B/16 [34] (IN-1k) models, and the scores are calculated by
obtaining the softmax output after the multi-head self-attention oper-
ation, averaging the attention heads, and averaging the scores among
the spatial tokens. Fig. 2 shows the obtained scores for layers 1, 3, 6,
9, and 12 of models using four different texture images. It is possible
to observe that the models progressively focus on different visual cues.
For pure-texture images (i.e., no object, background, etc.), such as the
fabric and leaf samples, the attention in shallow layers is more sparse
and global. At the last layers, on the other hand, the model tries to focus
on specific regions, reflecting the object detection bias due to its natural
vision pre-training. Similarly, when there are complex objects or scenes
with backgrounds, such as the metal object and the elephant with the
wrinkled texture, the attention ranges from more general and wider ar-
eas at shallow layers to more specific and complex patterns at deeper
layers, such as eyes, tusks, and antlers. This behavior is expected (and
necessary) for object detection and recognition in general vision tasks.
Moreover, the deep features are important to ensure robustness under
complex scenarios, and they may be enough in some texture analysis
cases, e.g., the eyes of the animals may contain enough cues about the
surface material or pattern. Nevertheless, the most important regions for
distinguishing textures are the larger surfaces of the objects, which are
crucial to distinguish their material (e.g., fabric, leaf, metal) or texture
attribute (wrinkled). Therefore, features from shallow layers are also
beneficial for tasks that rely on texture recognition.

To improve the texture recognition capabilities of ViTs, we propose
to extract the spatial token embeddings at all layers, which encode the
hierarchical feature processing of the ViT backbone. To aggregate the
information from the different tokens at different depths, concatenating
X,Vie{l,...,1} gives a matrix with /n rows and d columns:

¥ =X X e R, (3)

where [.;.] denotes a concatenation along the first dimension (lines).
Additionally, a column-wise /, normalization is applied to balance fea-
ture magnitudes and improve numerical stability for downstream tasks,
resulting in y € R™?. This normalization is performed column-wise
because each column represents one embedding dimension across all
aggregated tokens and depths, thus standardizing the contribution of
each feature channel before the orderless encoding stage:

!/
,
||)(,’-||2

Xij = ||)(j,||2 =

In
21,-',-2’ vje{l,2,...,d)}. 4
i=1

We refer to y as the aggregated deep token embeddings, which are
treated as a transformer-based representation of the input image 7, con-
taining multi-depth hierarchical features from the pre-trained ViT. These
steps are illustrated in Fig. 1, which shows the overall structure of the
proposed method.
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(a) Input textures (fabric, leaf, metal object, and

wrinkled surface).

Layer 1 Layer 3 Layer 9 Layer 12

(b) ViT-B/16 attention scores at spatial tokens.

Layer 1 Layer 3 Layer 6 Layer 9 Layer 12

(c) DeiT3-B/16 attention scores at spatial tokens.

Fig. 2. Attention scores computed by averaging the attention heads and self-
similarity scores among spatial tokens at different layers of the ViT-B/16 and
DeiT3-B/16 models. Warmer colors represent higher attention.

3.2. Orderless randomized token encodings

Although y stores different levels of hierarchical features across
tokens, it needs further summarization to compose a one-dimensional
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image representation. Moreover, the aggregation step preserves the flat-
tened token order and may result in features with greater sensitivity
to spatial structures. While this benefits object recognition, it is subop-
timal for texture analysis. Unlike objects, textures are characterized by
repeating stochastic or regular patterns rather than fixed spatial arrange-
ments or geometric shapes. Therefore, an orderless operation is required
to encode token embeddings in a way that captures the overall texture
features rather than their absolute positions, making the texture repre-
sentation more robust to variations in texture rotation, scale, and local
deformations.

To achieve that, we propose an approach based on Randomized
Autoencoders (RAEs) [35], which is a type of Randomized Neural
Network. Therefore, y is considered the training input for RAEs, where
each training sample is a token, and each column is a feature from the
d-dimensional ViT embedding space (or hidden size). Therefore, the
training matrix y € RU"*4  with In training samples and d features,
is built by organizing the aggregated tokens and embedding dimensions
into rows and columns, respectively.

The RAE is a 1-hidden-layer randomized neural network, as illus-
trated in Fig. 1(e). Its first step is to project the input y using a
random fully-connected layer with weights W, € R4, followed by
a sigmoid nonlinearity. The weights are generated using the Linear
Congruential Generator (LCG) for simplicity and better reproducibility,
followed by standardization (zero-centered, unit variance) and orthog-
onalization [36]. As for the LCG parameters, we use a = 75, b = 74, and
¢ = 216 + 1, starting with x = 0, a classical and common configuration
according to the ZX81 computer from 1981. Here k works like a seed
for random sampling, denoting a starting index inside the LCG space
generated with the given configuration. We chose the ZX81 LCG con-
figuration following prior work [8], which evaluated 10 different LCG
settings (including widely used parameter sets from common software
libraries) and showed that varying these constants leads to only minimal
performance variance, indicating that the random initializer is not a sen-
sitive hyperparameter. We therefore use a single fixed, well-documented
configuration across all experiments to ensure consistency, fair compar-
isons, and reproducibility. The forward pass of the encoder g, € R/"™4
for all samples is then obtained as:

& = P W), )

and the training of the decoder weights f, € R% is obtained as the
least-squares solution:

fe=(re0 e x. (6)

In this sense, given one input image, we train an RAE over the ag-
gregated deep token embeddings y obtained after the forward pass of
the backbone. The main idea of employing an individual randomized
neural network for each image is to use the output weights as a repre-
sentation. This is possible since the RAE will always have the same fixed
random encoder, defined by the LCG, while the decoder is learned for
each image. To maintain feature dimensionality, we consider a single
hidden neuron ¢ = 1. In this sense, the resulting decoder weights are
represented by:

fi=W vy, 7)

where v; represents the connection weight between the single hidden
neuron and the output i, corresponding to feature i € {1,...,d}. It
is important to notice that since these operations are invariant to the
input sample order (row order), this process becomes an orderless en-
coding of all /n tokens, from all transformer blocks, into the learned f
representation. The overall structure of the RAE is illustrated in Fig. 1(e).

A single RAE may have limited encoding capacity. Therefore, we use
a model “soup” built by combining the weights of m parallel RAEs. To
achieve that, we use different LCG seeds, thus generating encoders with
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different random weights. The combination (“soup”) is then performed
by summing the learned decoder weights as in previous work [8]:

P = (2 Fev)sens kawd)) : (8)
k=1 k=1

The feature vector ¢,, represents the final 1-dimensional image rep-
resentation of the input texture, given the number of encoders in the
soup as the parameter m. It combines the capacity of different RAEs,
encoding token embeddings from all layers, ranging from the shallow
features to the more complex deep ones, while being invariant to the
token/patch order. We name this approach ViTs with Orderless and
Randomized Token Encodings to extract teXture (VORTEX) features.
The VORTEX features can then be used as input to an output head or
other models to perform different pattern recognition tasks. Here, we
focus on image classification, so we consider linear classifiers as the last
layer of the model. Moreover, since our focus is on feature extraction,
the backbone is frozen and no backpropagation is performed. Therefore,
VORTEX performs off-the-shelf feature extraction with the ViT back-
bone, and a separate linear classifier is trained with the obtained
features.

4. Experiments and discussion

This section provides all technical details and presents the experi-
mental results to validate the proposed VORTEX approach, along with
its comparisons to SOTA techniques.

4.1. Experimental setup

This work considers nine texture datasets to cover a variety of tex-
ture recognition tasks, including material classification, texture instance
identification, and evaluating robustness to various texture transforma-
tions. The datasets include samples ranging from pure texture images
captured in controlled environments, where the textures cover the whole
image (usually depicting material surfaces or regular textures), to more
complex images sourced from the internet (a.k.a. in-the-wild textures),
which exhibit significant variability, including multiple objects, back-
grounds, and overlaps. Some samples from these datasets are shown in
Fig. 3.

The evaluation protocols, including the training and test splits, differ
across the datasets we use. They range in size from small scale, with
around a thousand images, to large scale up to 100 thousand. Some
adopt a single training/test split, while others provide pre-defined cross-
validation splits. These details are shown in Table 1 for each dataset. The
experiments were performed on a machine with a NVIDIA RTX 2080 Ti
GPU, an AMD Threadripper 1950X 3.40 GHz processor (32 threads), and
128 GB of RAM.

In our tests, we evaluate a range of ViT backbones to analyze their
performance on texture recognition tasks with the VORTEX approach.
For simplicity, each backbone is listed and described in Table 2, which
details their pre-training, computational costs, and the number of fea-
tures (hidden dimension d). For better presentation, we omit repetitive
citations to the ImageNet (IN) dataset [42]. Instead, we refer to its two
variants, featuring 1000 and 21,000 classes, as IN-1k and IN-21k, re-
spectively. For some backbones, we use both their IN-1k and IN-21k
versions.

We train classifiers, without tuning any hyperparameters, to assess
the image representations extracted by ViT backbones and the VORTEX
approach. These classifiers, which have been widely studied for decades,
require significantly less training data compared to deep learning mod-
els. They are selected since some of the employed texture benchmarks
have small training sets. Moreover, we consider this approach since
our focus in this work is on the extracted features and their quality
for texture analysis, rather than large-scale training and performance
maximization. The following supervised classifiers are used:
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(a) Outex10

(d) Outex14

(b) Outex12

(e) DTD

(c) Outex13

(g) KTH-2-b

(h) GTOS

(i) GTOS-Mobile

Fig. 3. Some mixed samples from the training and test sets of each public texture recognition benchmark used in this work.

Table 2

Table 1
Summary of the nine texture recognition datasets used in this work.
dataset classes  train test evaluation description
Outex10 [37] 24 480 3840  single split rotated grayscale textures
Outex12 [37] 24 480 4320  single split grayscale textures with varying illumination
Outex13 [37] 68 680 680 single split color textures
Outex14 [37] 68 680 1360  single split color textures with varying illumination
DTD [23] 47 3760 1880 10-fold texture attributes in-the-wild
FMD [38] 10 900 100 random 10-fold material textures in-the-wild
KTH-2-b [39] 11 3564 1188  4-fold materials with varying scale, pose, and illumination
GTOS [40] 40 27,284 6821 5-fold outdoor ground materials
GTOS-Mobile [41] 31 93,945 6066  single split outdoor ground materials (mobile phone camera)

4.2. VORTEX ablations

Details of each ViT backbone explored in this work with the proposed VORTEX
method. d refers to the hidden dimension.

Backbone

Pre-training

Feature extraction cost

Features

GFLOPs param. (M) d
ViT-S/16 [43] IN-1k 4.2 21.7 384
DeiT3-S/16 [34]  IN-1k or IN-21k 4.2 21.7 384
ViT-B/16 [17] IN-21k 16.9 85.8 768
DeiT3-B/16 [34]  IN-1k or IN-21k 16.9 85.8 768
BEiTv2-B/16 [44] IN-1k or IN-21k 12.7 85.8 768
ViTamin-B [45] DataComp-1B [46] 21.8 87.1 768
DeiT3-L/16 [34]  IN-1k or IN-21k 59.7 303.3 1024
BEiTv2-L/16 [44] IN-1k or IN-21k 44.8 303.4 1024
ViTamin-L [45] DataComp-1B [46] 72.5 332.5 1024
ViTamin-XL [45] DataComp-1B [46] 95.8 434.7 1152
ViT-H/14 [47] LAION-2B [48] (OpenCLIP) 161.9 630.8 1280

« KNN: k-Nearest Neighbors (k-NN), with k = 1, is a simple yet ef-
fective method based on the Euclidean distance between samples,
directly measuring the quality of the computed features.

LDA: Linear Discriminant Analysis [49] is a linear decision
classifier that models class-conditional densities from the data
and applies Bayes’ rule to determine decision boundaries. We
adopt the least-squares solver with automatic shrinkage using the
Ledoit-Wolf lemma;

SVM: Support Vector Machine (SVM) algorithm [50] is a widely
used method that leverages hyperplanes in a multidimensional
feature space to achieve optimal separation between classes. Our
experiments are performed with a linear kernel and C = 1.
In addition, we use the one-vs-rest decision function for multi-
class classification, a tolerance of 1073, shrinking enabled, and a
maximum of 100,000 iterations. All other parameters are kept at
their default settings from the sklearn library.

Firstly, we evaluate several aspects of the proposed VORTEX method.
The results are presented and discussed in the following.

4.2.1. Encoder soup size

The only parameter of VORTEX is the number of RAEs in the token
encoding soup, m. We evaluate the use of a single RAE, as well as increas-
ing it up to 31, and the results are shown in Fig. 4. For this experiment,
we consider three different classifiers, KNN, LDA, and SVM. VORTEX
is used with each one separately, and we report their average accuracy
on each dataset (Outex13 and FMD). These datasets are selected to an-
alyze two scenarios: pure textures (Outex13) and texture images from
the internet, a.k.a. textures in the wild (FMD), measuring the impacts of
m in each case. The backbone is the vanilla ViT-B/16 [17] with IN-21k
pre-training, which has a hidden dimension of d = 768. With this back-
bone we compare three approaches (each one yields 768 features): the
CLS token of the model as the final image representation; the GAP of the
spatial tokens; and the proposed VORTEX representation.

The results show that VORTEX improves significantly with m > 1.
We select m = 16 for the next experiments, which we observed as a
stable point in terms of performance on different texture recognition
tasks. Compared to the other feature extraction approaches, VORTEX
performs better for any choice of m on the Outex13 dataset and requires
m > 2 for FMD. The gains of using VORTEX can be expressive compared
to the CLS token and GAP, and our method consistently shows the best
performance on both datasets. On the other hand, it is possible to notice
that GAP was better than the CLS token on Outex13, while the opposite
is observed on FMD, showing that the performance of these techniques
may vary significantly.

4.2.2. Classifier
We tested the proposed method using three classifiers: A simpler one
(KNN), to highlight the quality of the features alone; and two more
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Fig. 4. Impacts of increasing the parameter m (encoder soup size) of VORTEX compared to other feature extraction approaches (CLS token and GAP) when using the
ViT-B/16 backbone (IN-21k). The results for each texture dataset (a, b) represent the average classification accuracy among KNN, LDA, and SVM.

Table 3

Texture classification accuracy of different classifiers (KNN, LDA, and SVM)
using features from the ViT-B/16 (IN-21k) backbone coupled with the pro-
posed VORTEX method. We use m = 16, as previously defined.

Outex10 Outex12 Outex13 Outex14 FMD Average
KNN  96.9 95.7 90.1 75.3 71.2+04  85.9+10.6
LDA 94.0 92.9 95.0 77.6 84.7+03  88.9:6.7
SVM  95.1 94.0 94.1 77.9 84.2+0.6  89.0+6.9

sophisticated approaches (LDA and SVM) for more challenging sce-
narios. The results (classification accuracy) are shown in Table 3 for
five datasets. We notice that SVM shows the highest average perfor-
mance, followed closely by LDA, corroborating the stable performance
of VORTEX features. Although KNN performs better for Outex10 and 12,
simpler classification tasks, it falls behind on the more complex textures
(Outex13, 14 and FMD), which is to be expected. Therefore, we suggest
SVM as the default classifier for VORTEX, since it is more likely to yield
better performance on challenging tasks. We also use SVM for all the
following experiments with VORTEX in this paper.

4.2.3. Different backbones and sizes

To check the flexibility of VORTEX with different ViTs, we ex-
periment with backbone variants from small to huge, and different
pre-trainings (IN-1k, IN-21k, and LAION-2B). The results are shown in
Fig. 5, where the x-axis represents the backbone size in GFLOPs (after
removing its original output head), and the y-axis is the SVM accuracy af-
ter training with VORTEX features from each backbone. We observe that
VORTEX scales well with larger backbones and stronger pre-training,

DeiT3 (IN-1k)

SVM Accuracy (%)

90 A -®- DeiT3 (IN-21k)
/ -@- ViT (IN-21k)
88 - ‘/ ®- ViT (Laion-2B)
3.2 12.1 41.8 113.0
small base large huge

Feature extraction cost (GFLOPs)

(a) Outex13

although the behavior may vary in different texture recognition scenar-
ios. The larger backbones and pre-trainings stagnate on pure textures
(Outex13, Fig. 5(a)), where the images are more controlled. On the other
hand, they are crucial for better performance in more complex scenar-
ios, such as in-the-wild textures (FMD, (Fig. 5(b)). Moreover, ViT models
proposed after the original work, such as DeiT3, also shine on in-the-wild
textures, such as its small and base versions. However, the highest re-
sults are achieved with the ViT large and huge variants with LAION-2B,
where the gains of larger-scale pre-training truly shine. Nevertheless,
these results show that VORTEX works well for various backbones and
reflects their expected behavior (considering their size and pre-training)
on different tasks.

4.3. Comparison to other methods

Here, we compare VORTEX to different feature extraction meth-
ods, backbones, texture analysis tasks, and SOTA texture recognition
architectures.

4.3.1. Off-the-shelf feature extraction

The most common approach to performing off-the-shelf feature ex-
traction with pre-trained ViTs is to extract the CLS token or the last
vector used as input to the output linear head. Some works also employ
the GAP of the spatial tokens to compose a single vector as the image
representation. We compare VORTEX to these two approaches in a va-
riety of texture recognition scenarios and using various ViT backbones.
In these experiments, we also evaluated VORTEX when applied only to
the last layer (with RAE), in order to analyze the contribution of the
multi-depth strategy versus using only the last layer with RAE.

_____ ®
RO+ § S
A I 3P -®
> L PP
© -0 //.
I Py
g ( 2 //,/
E 85 1 e
n -
_ A | . |
3.2 12.1 41.8 113.0
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Feature extraction cost (GFLOPs)

(b) FMD

Fig. 5. Performance of the SVM classifier using VORTEX features with different ViT backbones by varying size and pre-training on two datasets (a-b).
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Fig. 6. Texture recognition skills, in terms of SVM classification accuracy, of different feature extraction methods (VORTEX, VORTEX-last, CLS token, and GAP) using

various vanilla ViT backbones.

Fig. 6 shows the obtained results (SVM classification accuracy) us-
ing the vanilla ViT architecture [17] with either the original IN-21k
pre-training or using LAION-2B. The results are shown as pentagons,
where each vertex represents the performance of the method in a dif-
ferent texture recognition task. Therefore, we measure the ability of the
methods to deal with texture rotation (Outex10), illumination changes
(Outex12), color textures (Outex13), color textures with illumination
changes (Outex14), and material textures in-the-wild (FMD).

The results with the vanilla ViT architecture shown in Fig. 6 high-
light the expressive gains obtained when using VORTEX while utilizing
the same number of features as the other methods. In most cases, the
proposed method significantly improves the performance of the ViT
backbones of different sizes and pre-trainings. In some cases, VORTEX
maintains at least a similar performance compared to the best method

between the CLS token or GAP. These methods, on the other hand, ex-
hibit an unstable performance where sometimes the CLS token is better,
usually for ViT-B/16, and GAP surpasses it in most other cases. The gains
when using VORTEX are especially higher for the ViT-B/16 architecture,
closing the performance gap of this smaller variant compared to its larger
counterparts.

We also perform this analysis using DeiT3 backbones, and the re-
sults are shown in Fig. 7. While, in this case, the same oscillating
performance is observed for the CLS token and GAP, VORTEX shows
even higher gains compared to the vanilla ViT backbones. VORTEX ex-
hibits a stable and superior performance in general, posing as a better
overall choice for feature extraction. These results corroborate the ben-
efits of the VORTEX features and their good synergy with different and
improved ViT backbones.
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Fig. 7. Texture recognition skills, in terms of SVM classification accuracy, of different feature extraction methods (VORTEX, VORTEX-last, CLS token, and GAP) using

various DeiT3 backbones.

Across ViT backbones (ViT-B/16, ViT-L/16, ViT-H/14) and both
pre-training sets (IN-21k and LAION-2B), VORTEX using multi-depth ag-
gregation consistently achieves the best results, while VORTEX-last (RAE
applied only to the last layer) performs similarly to GAP, indicating that
the main gains in this family come from the multi-depth aggregation
rather than from last layer RAE alone. For DeiT3 backbones, VORTEX
generally remains superior, but VORTEX-last often improves over GAP
(especially under IN-1K), showing that RAE by itself can yield gains even
without multi-layer aggregation; however, its effectiveness is more sen-
sitive to the pre-training regime (e.g., VORTEX-last may win in some
IN-1K cases but loses to full VORTEX across all IN-22K settings). Taken
together, these results isolate the roles of both components: RAE can
provide improvements on its own in certain architectures, while multi-
depth aggregation provides consistent gains and, crucially, increases

robustness across backbone families and pre-training datasets, motivat-
ing our choice to apply VORTEX using multi-layer aggregation in the
main configuration.

We also evaluated the robustness of the methods on the DTD and
Outex13 datasets under three controlled perturbation settings. In all
experiments, the training protocol remained unchanged, and all pertur-
bations were applied exclusively at evaluation time to the test images.
For the techniques VORTEX, VORTEX (last), GAP, and CLS, features
were extracted using a DeiT3-B/16 (1N-1K) backbone. In contrast,
RADAM was implemented using a ConvNeXt-B (1N-1K) backbone. For
Gaussian noise, each test image was corrupted with additive zero-mean
noise with a standard deviation ¢ = 0.02, corresponding to 2% of the
normalized intensity range. For salt-and-pepper noise, a fraction of 0.01
of the image pixels was randomly corrupted, with equal probability of
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Table 4
Robustness evaluation under different perturbations applied to the DTD and Outex13 datasets.
Setting Dataset VORTEX VORTEX-last GAP CLS RADAM
Geometric Perturbations DTD 738+ 1.4 709+ 1.0 69.0+1.2 683+ 1.2 73.7+1.0
Outex13 85.4 81.8 74.1 78.4 83.8
Gaussian Noise DTD 76.2+0.6 73.3+£0.6 715+£0.6 70.5+1.0 76.1 £0.8
Outex13 88.5 84.6 80.9 82.6 76.3
Salt & Pepper Noise DTD 75.6 £ 0.6 728 £0.7 71.1+£0.8 70.0+0.9 753+1.0
Outex13 86.8 80.3 62.8 72.8 68.1

being replaced by minimum (black) or maximum (white) intensity val-
ues. For geometric perturbations, each test image was independently
subjected to a single geometric transformation randomly selected from
four types: rotation, translation, scaling, or shear. Only one transforma-
tion was applied per image, ensuring that the evaluation reflects isolated
geometric distortions rather than compounded effects.

Table 4 shows that VORTEX provides good robustness across the
evaluated perturbation scenarios on both DTD and Outex13. In general,
it achieves the best results not only against RADAM, which relies on
a CNN backbone, but also against the alternative ViT feature extraction
strategies (GAP and CLS). Moreover, VORTEX-last, although consistently
below the full VORTEX configuration, still outperforms GAP and CLS in
all evaluated settings, indicating that the proposed randomized order-
less encoding is already beneficial even when only the last-layer tokens
are used. Another important aspect is that the performance degradation
is generally more pronounced on Outex13 than on DTD. This behavior
is interesting because Outex13 is a controlled benchmark composed of
pure color textures, whereas DTD contains texture attributes captured
in-the-wild, with higher variability and more complex visual content. A
possible explanation is that, in Outex13, the discriminative information
is concentrated more directly in fine local texture and color patterns
over the whole image, so controlled perturbations tend to affect the
core cues used for recognition more strongly. In contrast, DTD images
exhibit broader visual variability and more heterogeneous appearance,
which may make the representations less sensitive to these controlled
corruptions. These results suggest that combining multi-depth token ag-
gregation with orderless randomized encoding yields the most effective
design, providing greater robustness than both the CNN-based approach
and simpler transformer pooling strategies.

Finally, we analyze the behavior of the methods under different
amounts of training data on the DTD dataset. Fig. 8 presents a learning-
curve experiment in which SVM classification accuracy is evaluated as
a function of the number of training samples per class. This analysis al-
lows us to assess how each representation behaves under progressively
larger training sets, from limited-data conditions to the full protocol. As
expected, all methods improve as more training samples are provided,
with the largest gains occurring in the low-data regime and a more grad-
ual improvement thereafter. Among the compared approaches, VORTEX
consistently achieves the best performance across all training set sizes,
outperforming the simpler transformer baselines based on the CLS token
and GAP pooling, and also surpassing RADAM. Notably, the advantage
over RADAM is more evident when fewer training samples are available,
suggesting that the proposed representation is more efficient and able
to extract more discriminative texture information under limited super-
vision, while still maintaining superior performance as the amount of
training data increases.

4.3.2. Texture recognition methods

In the following, we compare VORTEX to SOTA methods specifically
designed for texture recognition, as well as some more general foun-
dation CV models. Firstly, we consider methods using neural network
backbones with IN-1k pre-training only, since they are more common
in the literature. The results are shown in Table 5 and represent the ob-
tained classification accuracy and standard deviation (when pertinent)
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Fig. 8. SVM classification accuracy on DTD as a function of the number of train-
ing samples per class, comparing RADAM with ConvNeXt-B (IN-1K), VORTEX
with DeiT3-B/16 (IN-1K), and the transformer baselines based on the CLS token
and GAP pooling.

on five texture recognition tasks (DTD, FMD, KTH, GTOS, and GTOS-
M). It is important to stress that most of the recent texture recognition
methods in this category are designed using CNN backbones, especially
ResNet50. This highlights a literature gap, where there are only a hand-
ful of texture analysis methods designed for and proven to work on
more modern and larger backbones. Therefore, we also include the
RADAM method, which explores backbones such as larger ResNets and
ConvNeXts. The comparisons are divided according to backbone size.
In the first group, which includes ResNet50 backbones and ViT-S, we
observe that, in general, VORTEX is not able to surpass the CNN-based
methods. However, the proposed method with DeiT3-S/16 achieves a
new SOTA performance on GTOS-M (88.2%), which is the largest dataset
explored in this paper. This behavior highlights some known strengths
and limitations of ViTs themselves, such as the reliance on larger ar-
chitectures and/or larger training sets. Therefore, using VORTEX with
small ViTs and IN-1k-only pre-training is not the best approach for small
datasets.

When larger backbones are used, such as base and large ViT variants,
VORTEX surpasses all the compared methods on all texture recogni-
tion tasks. These results highlight both the strengths of larger ViTs
and the potential of VORTEX to deliver expressive gains compared to
CNN-based texture recognition methods with comparable backbones.
The proposed method with the base and large ViTs delivers uniformly
strong results across diverse benchmarks, demonstrating robustness to
dataset shifts and variations in domain characteristics. VORTEX with
BEiTv2 backbones works particularly well in this scenario. For instance,
there is a significant performance increase from RADAM with ConvNeXt-
L (77.4+11) to VORTEX with BEiTv2-L (82.5:0s8) on the DTD dataset,
the most challenging texture recognition benchmark considered here.
VORTEX also shows competitive performance when using the DeiT3
backbones and achieves the highest result on GTOS-M (91.7%) with
DeiT3/L.
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Classification results of several methods using backbones pre-trained on IN-1k only. All methods use a
224x224 input size, except for EfficientNet-B5 which uses 512x512 (indicated in parenthesis). The best
results with methods from the literature are highlighted in bold type, while our results surpassing them

are highlighted in red.

Method Backbone DTD FMD KTH-2-b GTOS GTOS-M

DSRNet [3] ResNet50 77.6:06  86.0+0.8 85.9+1.3 85.3+2.0 87.0

CLASSNet [5] ResNet50 74.0+0.5 86.2+0.9 87.7+1.3 85.6+2.2 85.7

DFAEN [6] ResNet50 73.2 86.9 86.3 86.9

RADAM [8] ResNet50 75.6+1.1 85.3+0.4 88.5+3.2 81.8+1.1 81.0

RADAM [8] ConvNeXt-T 77.0+0.7 88.7+0.4 90.7+4.0 84.2+1.7 85.3

DBTrans [9] ResNet50 74.6 87.5 88.4

HRNet [10] ResNet50 73.8+0.1 86.9+0.9

HRNet [10] ResNeXt50 74.5+0.6 87.2x1.2

VORTEX ViT-S/16 72.4+0.9 82.6+0.6 82.3+5.9 84.2+1.5 83.4

VORTEX DeiT3-S/16 74.2+0.8 86.0+0.5 88.9:+2.9 84.1+1.6 88.2

DFAEN [6] Densenet161 76.1 87.6 86.6 86.9

Multilayer-FV [7] EfficientNet-B5 (512) 78.9 88.7 829

RADAM (8] ConvNeXt-B 76.4+0.9 90.2+0.2 87.7+5.6 84.1+1.6 82.2

RADAM [8] Densenet161 75.0+0.9 84.9+0.5 88.6+4.2 83.3+1.4 85.8

DBTrans [9] DenseNet161 76.9 90.5 90.9

HRNet [10] DenseNet161 75.1+0.8 86.7+1.7

Fractal pooling [11] DenseNet161 89.3 91.2

VORTEX ViT-B/16 73.5+0.7 85.0+0.5 83.2+6.4 84.2+2.4 84.1

VORTEX DeiT3-B/16 76.6+0.7 88.9:+0.4 90.0+2.6 85.0+1.5  88.0

VORTEX BEiTv2-B/16 79.9+0.8 93.4+0.3 93.1+2.8 86.1+1.8 88.0

RankGP-3M-CNN + + [4] (3 backbones) 86.2+1.4 91.1:+45

RADAM [8] ResNet152 72.1+0.9 83.0+0.6 87.7+2.9 82.2+17 82.9

RADAM (8] ConvNeXt-L 77.4+1.1 89.3+0.3 89.3+3.4 84.0+1.8 85.8

VORTEX DeiT3-L/16 77.9+0.7 89.1+0.4 91.0+4.3 85.3+1.0 91.7

VORTEX BEiTv2-L/16 82.5+0.8 93.9+0.3 91.2+3.1 88.2+2.0 88.2
Table 6

Classification results of several methods using backbones pre-trained with larger datasets. All backbones use a
224x224 input size, except for the cases indicated in parenthesis (336 or 384). The best results with methods from
the literature are highlighted in bold type, while our results surpassing them are highlighted in red [51-55].

Method Backbone Pre-training DTD FMD KTH-2-b  GTOS GTOS-M
Fine-tuning [51] ViT-B/16 Bamboo 69m 81.2

RADAM (8] ConvNeXt-B IN-21k 82.8+0.9 94.0+0.2 91.8+4.1 86.6+1.7 87.1
RADAM ConvNeXt-B LAION-2B 83.2x0.7 93.6+0.3 92.4+1.8 86.9+1.8 86.6
MLCD [52] ViT-B/32 COYO-700M 83.5

VORTEX DeiT3-B/16 IN-21k 79.2+1.0 91.2+0.3 92.6+3.9 85.8+1.6 88.1
VORTEX BEiTv2-B/16 IN-21k 82.2+0.9 94.9+0.2 94.6+3.6 87.1+1.8 87.3
VORTEX ViTamin-B DataComp-1B 83.6+0.8 95.7+0.3 89.0+4.6 86.3+1.1 85.9
CLIP [53] ViT-L/14 (336) WIT 400m 83.0

u2Net+ [54] ViT-L/16 (384)  IN-21k 82.2

RADAM [8] ConvNeXt-L IN-21k 84.0+1.0 95.2:+0.4 91.3+4.1 85.9+1.6 87.3
RADAM ConvNeXt-L LAION-2B 83.7+0.6 94.5+0.2 96.4+1.9 86.1+2.1 87.6
MLCD [52] ViT-L/14 LAION-400M 84.6

VORTEX DeiT3-L/16 IN-21k 81.8+0.9 94.7+0.3 92.5+4.7 86.4+2.0 83.8
VORTEX BEiTv2-L/16 IN-21k 84.7+0.7 96.9+0.3 94.0+2.2 87.6+2.6 90.7
VORTEX ViTamin-L DataComp-1B clip 87.1x0.6 98.8+0.1 95.2+1.1 88.8+1.2 91.8
RADAM [8] ConvNeXt-XL IN-21k 83.7+0.9 95.2+0.3 94.4+3.8 87.2+1.9 90.2
RADAM ConvNeXt-XXL LAION-2B 86.3+0.8 97.1+01 97.4+1.9 89.4+1.3 91.5
OpenCLIP [47] ViT-G/14 LAION-2B 86.0

DINOv2 [55] LVD-142M 84.6

VORTEX ViT-H/14 LAION-2B 85.7+0.7 97.4+0.2 93.1+1.9 87.1+2.4 89.1
VORTEX ViTamin-XL DataComp-1B 87.6+07  98.6x0.2  95.1:2.8 88.9+1.8 93.8

The next experiment, shown in Table 6, includes comparisons with
methods using backbones with pre-trainings stronger than IN-1k, rang-
ing from IN-21k and LAION-2B to large-scale curated datasets like
DataComp-1B and WIT 400m. In this case, we compare with the best
CNN-based texture recognition method, RADAM, since it works with
ConvNeXts with different pre-trainings, and we also include SOTA ViTs
with published results on the DTD dataset. As previously discussed,
RADAM is designed to work well in conjunction with larger CNN back-
bones, and this method achieves the best performance in most cases
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among other methods. Nevertheless, VORTEX surpasses RADAM in most
cases except KTH-2-b with the large/x-large backbones and GTOS with
the x-large backbones. In general, VORTEX still delivers SOTA perfor-
mance up to XL/huge backbone variants in most cases, showing its
adaptability to larger architectures. Compared to other ViTs at the gi-
ant/huge variants and LAION pre-training, on DTD, VORTEX shows the
best performance but falls short compared to RADAM with ConvNeXt-
XXL. However, when using a smaller backbone such as the ViTamin-XL
(efficiency is discussed in more depth later on), VORTEX surpasses
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RADAM, achieving the highest classification accuracy reported to date
(87.6+0.7) on the challenging DTD benchmark. The proposed method
with ViTamin-L/XL also sets a new SOTA on FMD and GTOS-M.

Although VORTEX outperforms most methods, RADAM shows strong
competition in specific cases, indicating areas where VORTEX can be
further optimized. For instance, the CNN architecture appears to be a
better approach for pure textures with high variability and low noise,
as demonstrated by the results on KTH-2-b and GTOS. On the other
hand, VORTEX achieves the best performance on DTD, FMD, and GTOS-
M, datasets with less image acquisition control and a larger variety of
textures, highlighting the benefits of ViT features in these scenarios.

Finally, when we compare VORTEX against the other texture-
encoding approaches, the results in Table 5 show that our approach is
competitive with and often surpasses these specialized encoders. In par-
ticular, deep-feature encoding strategies such as Multilayer-FV (multi-
layer aggregation followed by Fisher Vector encoding) and Fractal
Pooling (multi-scale pooling/encoding to improve invariance) are strong
competitors in specific settings, yet VORTEX with larger ViTs (e.g.,
BEiTv2-B/L) achieves consistently higher accuracy across the tested
datasets, indicating that the proposed RAE-based orderless encoding and
multi-depth token aggregation are effective alternatives to established
texture-encoding pipelines. Moreover, when contrasted with other CNN-
based encoding approaches (e.g., CLASSNet’s cross-layer statistical self-
similarity aggregation, DFAEN’s attentional/double-order encoding, and
HRNet’s histogram-based distribution encoding), VORTEX demonstrates
good scaling behavior with modern transformer backbones, suggesting
that our module leverages the representational capacity of founda-
tion ViTs while preserving the statistical nature required for texture
recognition.

4.4. Efficiency

To better illustrate the efficiency of VORTEX compared to other tech-
niques, we measure the number of floating point operations, in billions
(GFLOPs), and the number of parameters, in millions, of the backbones
each method employs. We show these costs in function of classifica-
tion accuracy on DTD, the most challenging dataset with more available
results for comparison. The results are shown in Fig. 9 divided be-
tween the best methods with IN-1k pre-training only (a), and those with
other pre-trainings (b). For IN-1k pre-training, DSRNet with ResNet50
is the best low-cost alternative, while VORTEX with DeiT3-S/16, al-
though having a similar cost, exhibits lower performance. With larger
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backbones, VORTEX with BEiTv2-L/16 achieves a considerably higher
classification accuracy but has a larger number of parameters (303M vs
196M) and GFLOPs (44.8 vs 34.3) than RADAM with ConvNeXt-L. The
Multilayer-FV method surpasses RADAM while having a much lower
cost (28M parameters and 12.3 GFLOPs), highlighting the benefits of the
EfficientNet-B5 architecture in this scenario. However, it is important to
stress that Multilayer-FV requires a 512x512 input size to reach its per-
formance in this case, which is considerably higher than the 224x224
input size of VORTEX. Therefore, VORTEX using BEiTv2-B/16 is a strong
choice in terms of efficiency, showing the second highest accuracy with
relatively moderate parameter size (85M) and GFLOPs (12.7) compared
to Multilayer-FV. Moreover, VORTEX performance may increase when
using ViTs with higher input-size resolution.

As previously discussed, VORTEX with ViTamin-XL achieves the
highest accuracy, setting a new SOTA with large-scale pre-training on
the DTD dataset. Compared to RADAM with ConvNeXt-XXL, the best
competitor from the literature, VORTEX has significantly fewer parame-
ters (434M vs 843M) and GFLOPs (95.8 vs 151.6), as shown in Fig. 9(b).
It also surpasses the SOTA when using ViTamin-L, which has even fewer
parameters (332M) and GFLOPs (72.5), making it a more computation-
ally efficient option. VORTEX with BEiTv2-L/16 is a good intermediate
choice, surpassing MLCD with ViT-L/14 and RADAM with ConvNeXt-
L. VORTEX with ViTamin-B is a competitive alternative at a smaller
cost. Although it has higher GFLOPs than MLCD using ViT-B/32 (21.8
vs 4.4), it achieves a 0.1% higher accuracy and has a similar number of
parameters.

Another key advantage of VORTEX, in terms of cost, is that it oper-
ates purely as a feature extractor coupled with a simple linear classifier
(SVM), bypassing the need for fine-tuning the large ViT backbones while
still achieving SOTA performance across diverse datasets. This approach,
which is also employed by RADAM, significantly reduces computational
costs and simplifies the training pipeline [8]. Focusing on pre-trained
backbones to extract high-quality features, rather than optimizing train-
ing/fine-tuning, enables us to outperform many competitors, especially
in scenarios with limited labeled data or constrained computational re-
sources. This efficiency is further evidenced by a practical test: on a
machine equipped with an Intel Core i9-14900KF CPU, 64GB of RAM,
and an NVIDIA GeForce RTX 4090 GPU with 24GB of VRAM, VORTEX
with ViT-B/16 achieves an average single-image feature extraction time
of 4.53ms for a 224x224 sample (after 10 warm-up iterations and 100
timed runs). However, while RADAM with ConvNeXt-XXL performs well
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Fig. 9. Efficiency analysis on the DTD dataset, including the proposed VORTEX method and the best methods from the literature on this dataset. Cost is measured in
GFLOPs and the number of parameters, and performance is the classification accuracy.
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in some scenarios, as shown before (Table 6), its higher computational
budget highlights the superiority of VORTEX in balancing performance
and cost. Moreover, the performance and efficiency of VORTEX across
different backbone sizes and pre-trainings make it a versatile solution
for diverse computational environments.

5. Conclusion

In this work, we introduce VORTEX, a novel texture recognition
method leveraging pre-trained ViTs as feature extractors without re-
quiring fine-tuning. By aggregating multi-depth token embeddings and
employing orderless randomized encodings over frozen ViTs, VORTEX
captures hierarchical features that enhance texture representations fed
to a linear SVM for training and inference. Extensive experiments across
nine diverse datasets demonstrate its SOTA performance. VORTEX also
proves highly adaptable, delivering robust results with various ViT back-
bones and pre-training strategies while maintaining computational effi-
ciency. It consistently outperforms or matches competitive approaches,
such as texture-specific ones like RADAM and other CNN-based methods,
and general vision ViTs like DINOv2 and CLIP models.

Our work points to a significant shift in texture recognition, as
VORTEX enables the use of modern foundation models based on trans-
formers, which are continually emerging in CV. Therefore, VORTEX
shows the potential to bridge the gap between CNN-based texture anal-
ysis and ViTs. A more comprehensive investigation under reduced-data
regimes may also be considered in future work, particularly to better
understand how the proposed representation behaves as the number of
labeled training samples decreases across datasets with different levels of
variability and complexity. Future work may focus on several directions
to enhance VORTEX, including exploring its application to specific prob-
lems, such as medical imaging and remote sensing, where textures are
crucial. Additionally, incorporating domain-specific pre-training strate-
gies could improve its performance in specialized settings. Addressing
backbones that deal with varying input sizes could also benefit the
method by allowing it to process higher-resolution textures, particu-
larly in scenarios involving datasets with native high-resolution images,
enabling a better understanding of the trade-offs between recogni-
tion performance, computational cost, and backbone-related constraints.
This may also be achieved by investigating the integration of VORTEX
with hybrid architectures, combining the strengths of ViTs and CNNs.
Finally, as new foundation ViTs emerge, extending VORTEX to work
seamlessly with these architectures will ensure its continued relevance
and effectiveness.
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